Retrieval Helps or Hurts? A Deeper Dive into the
Efficacy of Retrieval Augmentation to Language Models

[Oral presentation]
Seiji Maekawa, Hayate Iso, Sairam Gurajada, Nikita Bhutani

I WITQA dataset

Megagohn Labs

I Key Findings

® L a rg e I an gu a ge mo d e I S ( L M S) can reca I I f re q ue nt Iy Dataset Page view S count S-R count Supporting passages # of Relation Type Question form
. . . . . EntityQuestions (Sciavolino et al., 2021) X X X X 24 Template
encountered entity-relation pairs without retrieval. PopQA (Mallen et al., 2023) / X X X 16 Template
. . e WITQA (Ours) 4 4 v v 32 Model-assisted
However, their performance drops significantly ——

for minor facts. Entity level popularity Fact level popularity

e Retrievers perform better than LMs for long-tailed Triple: (The Criminal Code, screenwriter, Fred Niblo, Jr.)

, , , , Subject Relation Object
entity-relation pairs. However, this does not apply Verbalize
to well-known pairs (knowledge override). Question example: Who was the s\creenwritegfor Ihe Criminal Codej?
. . . A M
e LMs achieve higher accuracy than retrievers for Relation Subject
o ° ° ° rivle Extraction - 2) Triple Samplin

well-known entity-relation pairs concerning V) Triple Bxfractio e T
long-tailed entities, even though previous studies e | e | QI I tHM\p w50 [ Ts00 o
indicate large LMs struggle with these entities. oy el SRW A TR

«wS-R counts. ' 3) Answer Candidate Expansion

S counts ;
Wikidata - : Triple: SGeorge H. W. Bush, educated at, Yale University)
e R\ONLIS, - Wikidata

I Problem: Entity Popularity May Not be Enough
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4) Question Generation with Roundtrip Refinement
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I Experiments: Recall or Retrieve
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